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Figure 1: The proposed framework help the photographer find a good lighting configuration. Instead of manipulating lighting
parameters directly, the photographer needs only repeatedly selecting the best option from the ones suggested by the system,
and providing a rough painting on the selected image to guide the search.

ABSTRACT
It is important for photographers to have the best possible light-
ing configuration at the time of shooting; otherwise, they need
post-processing on images, which may cause artifacts and deterio-
ration. Thus, photographers often struggle to find the best possible
lighting configuration by manipulating lighting devices, including
light sources and modifiers, in a trial-and-error manner. In this
paper, we propose a novel computational framework to support
photographers. This framework assumes that every lighting device
is programmable; that is, its adjustable parameters (e.g., orientation,
intensity, and color temperature) can be set using a program. Using
our framework, photographers do not need to learn how the pa-
rameter values affect the resulting lighting, and even do not need
to determine the strategy of the trial-and-error process; instead,
photographers need only concentrate on evaluating which lighting
configuration is more desirable among options suggested by the
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system. The framework is enabled by our novel photographer-in-
the-loop Bayesian optimization, which is sample-efficient (i.e., the
number of required evaluation steps is small) and which can also
be guided by providing a rough painting of the desired lighting
configuration if any. We demonstrate how the framework works
in both simulated virtual environments and a physical environ-
ment, suggesting that it could find pleasing lighting configurations
quickly in around 10 iterations. Our user study suggests that the
framework enables the photographer to concentrate on the look
of captured images rather than the parameters, compared with the
traditional manual lighting workflow.
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1 INTRODUCTION
“A painting is complete when it has the shadows of a
god.” — Rembrandt.

Considering a particular scene to capture, photographers make a
concerted effort to obtain an appropriate lighting configuration us-
ing various lighting devices to produce a pleasing and good-quality
photograph [18]. This effort is crucial, not only to best express
their artistic view, but also for their business success, particularly
if the image is for the commercial promotion of the subject (e.g.,
a product or food). Furthermore, it is important to have the best
possible lighting configuration at the time of shooting; otherwise,
they need post-processing on images, which may cause artifacts
and deterioration.

However, lighting design at the time of shooting is not easy, es-
pecially for novice photographers. One reason is the complexity of
lighting devices that theymay need to use in combination (including
continuous and strobe lights, as well as modifiers such as reflectors,
umbrellas, barndoors, and softboxes); photographers need to be
familiar with the devices to understand how they might affect the
lighting in their images. Another reason is the high dimensional-
ity of the search space; each lighting device usually has several
adjustable parameters (e.g., position, orientation, and intensity),
and therefore the total dimensionality becomes intractably high for
novice photographers who do not have reasonable search strategies.
Moreover, photographers often do not have a specific lighting goal
in their mind at first, making it necessary to experiment by trial
and error to understand the various lighting possibilities before
gradually forming a specific goal.

In this paper, we propose a novel computational framework
for lighting design in still-life photography (i.e., the shooting of
inanimate objects), as shown in Figure 1. This framework assumes
that every lighting device is programmable; that is, its adjustable
parameters can be set using a program. Note that this situation has
already been popularized by DMX1 or IoT2 lights, and we believe
that it will become even more common in studio photography
as programmed drones and robotic arms have increasingly been
utilized in cinematography. Using our framework, photographers
do not need to understand what parameters are available and how
these values affect the resulting lighting, and even do not need
to determine how the trial-and-error process should go; instead,
photographers need only concentrate on the appearance of the
shooting result, evaluating which lighting configuration (as seen
through the camera lens) is more desirable.

This framework is enabled by a novel photographer-in-the-loop
optimization technique. Using this technique, the photographer
iteratively compares several lighting design options that the system
samples. Our technique is based on preferential Bayesian optimiza-
tion (PBO) [4, 6, 13, 14], which is sample-efficient (i.e., the number of
required evaluation steps is small). Moreover, the sampling behavior

1E.g., https://www.elationlighting.com/.
2E.g., https://www.philips-hue.com/en-us.

can be guided by rough painting of a desirable lighting configu-
ration, which can further accelerate the search. More specifically,
our technique is an extension of the one proposed by Chong et al.
[6], which was used in a similar workflow (i.e., the user iteratively
evaluates the options that the system samples based on PBO, and
the sampling behavior is guided by rough painting if necessary)
and applied to deep generative image modeling. However, it is not
feasible to apply their technique to our lighting design scenario
directly because it requires the generation of many images with
different parameter sets (by using deep generative models in their
scenario and by manipulating lighting devices and shooting images
in our scenario) to determine the most effective next options in
each iteration. This is time-consuming in our case, and hence, we
cannot use it interactively. Consequently, we propose integrating
a lighting prediction model into the PBO process to quickly infer
approximate lighting results.

We demonstrate how the framework operates in both simulated
virtual environments and a proof-of-concept physical environment,
suggesting that it could find pleasing lighting configurations quickly
in only 10 iterations for problems ranging from 3 to 12 dimensions.
We also conducted a user experiment in which we asked partici-
pants to compare the proposed framework using a setup with light
sources and a reflector attached to robotic arms and the traditional
framework by manual adjustment, suggesting that our framework
could free photographers from being aware of raw parameters and
make them better concentrate on the look of captured images.

Our contributions are summarized as follows.

• We propose a novel photographic lighting design framework
in which the system controls the lighting devices program-
matically and allows the photographer to interactively find
a good lighting configuration by focusing on the lit scene
rather than directly manipulating the lighting parameters.

• We propose a novel photographer-in-the-loop lighting pa-
rameter search technique based on PBO, which is also capa-
ble of being guided by the photographer’s rough painting in-
puts. This technique is facilitated by extending the technique
proposed by Chong et al. [6] such that it uses lighting pre-
diction to avoid the time-consuming light-and-shoot process
when determining the next options, making our technique
sufficiently fast for interactive use.

2 RELATEDWORK
2.1 Lighting Design
Lighting design systems have been explored for rendering computer
graphics scenes. Some systems enable lighting design via the direct
manipulation of highlights and shadows [24, 26]. Other systems
have painting interfaces for more intuitive operation; for example,
the position or intensity of the light source are derived from the
painting on a target scene [23, 27], and the environment map is
generated from the painting input [21, 22]. Goal-based optimization
systems have also been proposed [7, 12]. Our work differs from
these works in explicitly having the user in the search loop; our
framework allows photographers who do not have concrete goals
at first, to explore the design space by iteratively providing them
with reasonable options. Thus, we use the painting input as a guide,

https://doi.org/10.1145/3526113.3545690
https://www.elationlighting.com/
https://www.philips-hue.com/en-us
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Figure 2: Workflow of the proposed framework. It consists of
three steps: preference-based selection, painting, and search
for next options.

not an exact goal, to provide balanced options. Our work also differs
in its focus on real-world photography.

Researchers have also investigated lighting design methods for
photography in real scenes. Some studies have proposed new pho-
tographic lighting equipment by integrating lights with mechani-
cally controlled devices, such as a steerable spotlight [17], a flash
of whose direction is automatically controlled [19], and a light-
attached drone [31]. A recent study proposed using 360-degree
cameras to guide lighting design [9]. Our work also uses advanced
lighting devices, but our contribution is suggesting how to use
them effectively in lighting design. Another popular approach is
to synthesize desirable scene lighting in post-processing. Some
studies have proposed a method in which many images are taken
in advance under different lighting conditions and then synthe-
sized [1, 2, 10]. Other studies have proposed a method in which a
deep neural network generates an image under arbitrary lighting
conditions when an original image and an environment map are
input to the system [32, 35]. This approach suffers from inevitable
artifacts, and thus it is preferable to light the scene appropriately
at the shooting time to obtain artifact-free images.

2.2 Human-in-the-Loop Design Optimization
Human-in-the-loop optimization is an approach to solve optimiza-
tion problems with “perceptual” objective functions. Typically, the
system iteratively asks the human evaluator to perform a perceptual
task (e.g., pairwise comparison) until a good solution is found. For
example, Chiu et al. [5] used this approach for content generation
using deep generative models (i.e., finding an appropriate latent
code to generate desirable content).

Our photographer-in-the-loop technique is based on PBO, which
has been recently used in various design scenarios [3, 4, 6, 13, 14,
36, 37]. PBO is an extension of Bayesian optimization (BO) [29],
which is a global black-box optimization technique. Because of
its sample efficiency, BO has been used in optimization problems
with expensive-to-evaluate objective functions [8, 25, 34]. Unlike
BO, PBO uses relative evaluation among several options instead of
using absolute evaluation of every individual design; this property
is important to us because it is difficult for evaluators to stably

answer absolute scores in perceptual evaluation scenarios [3, 33].
Our work is the first to apply PBO to photographic lighting design.

In particular, our technique is an extension of the technique pro-
posed by Chong et al. [6]. Their technique is not directly applicable
to our photographic lighting scenario in terms of the computational
speed; hence, we propose modifying their technique such that it
works reasonably fast in our scenario (see subsection 4.3).

2.3 Design Interfaces
Many interfaces for tweaking design parameters have been pro-
posed thus far. Ours particularly follows the approach of exposing
the user to design candidates as opposed to design parameters, by
which the user is free from the necessity of learning about the raw
parameters. The seminal work is done by Marks et al. [16], where
multiple design options are visually presented to the user at once.
Later, this approach has been used in sequential settings [13, 20, 30],
where options are presented iteratively for refinement; we also take
this approach.

3 OVERVIEW
3.1 Lighting Devices
The proposed framework assumes that lighting devices are pro-
grammable. Lighting devices used in photography studios have
various raw parameters (e.g., intensity, color temperature, position,
and orientation), which have traditionally been adjusted manu-
ally. However, lighting devices that can adjust these parameters
programmatically have become increasingly popular. For example,
stage lights can be programmed to adjust the colors and orienta-
tions1. Using robotic arms, we can also programmatically adjust
the positions and orientations of lighting devices. Furthermore, re-
searchers have proposed programmable light settings using drones
[31] or servo motors [19] to programmatically control the lighting.

In our proof-of-concept lighting environment, a light source is
attached to the tip of a robotic arm so that the position and orien-
tation can be adjusted (Figure 1). We also built simulated lighting
environments using Blender’s Cycles3 (a physically based path
tracer for production rendering), in which we could include more
diverse lighting setups that could become more accessible in the
future to demonstrate the potential of our framework.

3.2 User Workflow
As shown in Figure 2, our framework constitutes an iterative process
with three steps: preference-based selection by the user, paint input
by the user, and search for the next options by the system. These
three steps are executed repeatedly until a satisfactory lighting
configuration is found.

(1) Selection. The system asks the user to select the most prefer-
able option from the multiple ones that the system provides.
The options are visually displayed on the screen, so the com-
parison is easy. In our current implementation, we follow
the 4-gallery comparison strategy [3], that is, the system pro-
vides four options at once and asks the user to select the
best one. We choose this strategy for its simplicity in our
proof-of-concept implementation. Nonetheless, it is possible

3https://www.cycles-renderer.org/

https://www.cycles-renderer.org/
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to replace with more efficient strategies such as sequential
line or plane search methods (e.g., [13, 14]).

(2) Paint. Following previous works [23, 27], a paint interface is
adopted to realize intuitive design input. In particular, the
user is asked to draw brush strokes with arbitrary colors
over the selected image. It is noteworthy that the paint can
be rough and incomplete because it is not an exact goal but
just a guide to bias the system-provided options.

(3) Search for Next Options. Based on the user’s selection and
paint, the system determines the next options. In our frame-
work, the next four options are selected using the strategy
used by Brochu et al. [3]. That is, one is simply the option
that the user selected last time, which is considered the “cur-
rent best” design, and the other three are the new options
that the system carefully chooses by the PBO technique.

4 METHOD
4.1 Problem Formulation
Let the concatenation of all available lighting parameters in the
target lighting environment be

x =
[
𝑥1 · · · 𝑥𝑛

]T ∈ X, (1)

where 𝑛 is the total number of the adjustable parameters. For ex-
ample, a dimension of this vector may corresponds to the light
intensity of a lighting device, or the position of another lighting
device. For simplicity, we assume that the range of each parameter
is normalized into [0, 1]; that is, X = [0, 1]𝑛 .

Our goal is to find the optimal lighting parameter set that pro-
vides the best lighting configuration. Following the previous works
[6, 13, 14], we assume the existence of a function that quantifies the
“goodness” of a given parameter set (i.e., the goodness function). We
denote the goodness function as 𝑔 : X → R, where a larger value
indicates better. Thus, our goal is to find the optimal parameter set,
x∗, which is defined as

x∗ = arg max
x∈X

𝑔(x). (2)

Since the function 𝑔 is defined perceptually, we cannot directly
calculate its value. Thus, we need a human-in-the-loop approach
to solve this problem.

4.2 Preferential Bayesian Optimization
We use PBO with the photographer-in-the-loop setting to solve
the maximization problem described in Equation 2. In each iter-
ation of PBO, the system provides the human evaluator a set of
options, and the human evaluator provides preferential feedback
(i.e., which option is better than which) to the system. There have
been proposed some variants of the form of options and preferential
feedback (e.g., [13, 14]), but we use 4-gallery comparison [3] because
of its simplicity; the system always provides four options and the
human evaluator selects the best one among the four options.

4.2.1 Without Paint-Based Guidance. We first describe our method
without taking the paint-based guidance into account. We will later
describe how the paints can be incorporated at subsubsection 4.2.2.

As for the strategy to determine the four options in each iteration,
we follow the method proposed by Brochu et al. [3]. That is, after
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Figure 3: Examples of lighting prediction. Our method uses
predicted images (as fast approximations of shot images) to
determine the options for the next iteration. From left to
right, the dimensionality is 4D, 5D, 8D, and 12D, respectively.

the 𝑖-th iteration, we choose one of the next options as the best
option among those we have observed so far, denoted by x+

𝑖+1, and
we choose the other three next options as the ones that maximize
an acquisition function, denoted by xac,1

𝑖+1 , x
ac,2
𝑖+1 , x

ac,3
𝑖+1 .

Determining a single option. Before describing how PBO deter-
mines multiple options for the next iteration, for the purpose of
explanation, we first describe the case of involving only a single op-
tion; that is, how PBO determines a single option (say, xac

𝑖+1) for the
next iteration. Acquisition function is a function that evaluates how
effective an option is if it is observed in the next iteration (see [29]
and our Supplemental Materials for details). Let 𝑎𝑖 : X → R be
the acquisition function at the 𝑖-th iteration, and let D𝑖 be the ac-
cumulated data so far provided by the human evaluator. The new
option for the next iteration is obtained by solving the following
maximization problem:

xac𝑖+1 = arg max
x∈X

𝑎𝑖 (x) = arg max
x∈X

𝑎(x;D𝑖 ) . (3)

Since this problem can have multiple local maxima, it is usually
solved by global optimization algorithms such as the DIRECT
method [11]. In our implementation, we combine the DIRECT
method with the L-BFGS method [15], which is a gradient-based
local optimization method, for computation efficiency. More specif-
ically, we first perform the DIRECT method with 100 iterations to
obtain a reasonable solution, and then we use it as an initial solution
of the L-BFGS method to further refine it. In addition, while several
types of acquisition functions have been proposed so far [29], we
choose the expected improvement (EI) because it is one of the most
popular choice (see Supplemental Materials for details).

Determining multiple options. Second, we explain how the afore-
mentioned technique to determine a single option can be extended
to determine multiple options for the next query. We use Schon-
lau et al.’s technique [28] for this purpose. This technique greedily
determines the next options one by one. First, it determines xac,1

𝑖+1
using Equation 3. Next, it determines xac,2

𝑖+1 by using Equation 3 but
with a slight modification to avoid sampling the same location as
xac,1
𝑖+1 . Finally, it determines xac,3

𝑖+1 by using Equation 3 again with a
slight modification to avoid sampling the same locations as xac,1

𝑖+1
and xac,2

𝑖+1 . For more information, see our Supplemental Materials.
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Figure 4: Result of a design session (2D) with visualization of the acquisition function values. The selected image for each
iteration is indicated by the orange borders. The map 𝑎𝑖 represents the original acquisition function used in standard BO. The
map 𝐺 represents the guidance function calculated by comparing the user’s painting input with the lighting prediction. The
map 𝑎

guide
𝑖

represents our acquisition function calculated using 𝑎𝑖 and𝐺 , and its maximizer is used for the next options’ search.
In each map, one blue dot is the parameter corresponding to the image selected by the user, and the three red dots are the
parameter set to be presented next.

4.2.2 With Paint-Based Guidance. Following Chong et al. [6], we
incorporate paint-based guidance into the acquisition function. By
this, the photographer can roughly indicate their interest, and the
system can consider the paint as a soft constraint in determining the
option in the next iteration. Thus, it is expected that less iterations
are necessary to find a preferable lighting.

Let 𝐼guide
𝑖

be the painted guidance image that the photographer
provides after selecting the option at the 𝑖-th iteration. We replace
the acquisition function in Equation 3 with the following extended
acquisition function:

𝑎
guide
𝑖

(x; 𝐼guide
𝑖

) = 𝑎𝑖 (x) +𝑤𝐺 (𝐼 (x), 𝐼guide
𝑖

), (4)

where𝐺 is the guidance function that biases the acquisition function
towards the guidance image, 𝐼 is a function that takes a lighting
parameter set as input and returns an image shot with the specified
lighting configuration, and 𝑤 > 0 is a weight for controlling the
effect of the paint-based guidance. In our implementation, it is fixed
at 𝑤 = 1.0 throughout, which is an empirically successful value.
Similar to Chong et al.’s definition [6], we define 𝐺 as:

𝐺 (𝐼 (x), 𝐼guide
𝑖

) = 1.0 −
∑(𝐼guide

𝑖
− 𝐼 (x))2 ∗𝑀

𝑛pixels
, (5)

where 𝑀 is a binary mask for specifying painted pixels as ROI
(region of interest) and excluding other pixels, ∗ is an element-wise
multiplication,

∑
means adding all the pixel values, and 𝑛pixels

is the number of pixels in ROI (i.e., the summation of 𝑀 over all
elements). Note that we modified Chong et al.’s definition of 𝐺 [6]
for making it independent from image resolution.

4.3 Lighting Prediction
The PBO method with paint-based guidance described in subsec-
tion 4.2 has a practical problem in that it takes a prohibitively long
time to search for the maximizer of the acquisition function (Equa-
tion 3) for each iteration. This is because each evaluation of the

extended acquisition function (Equation 4) requires evaluating 𝐼 (·)
by physically manipulating lighting devices and shooting an image,
which takes a few seconds even if these steps are fully automated.
Finding the maximizer with reasonable accuracy typically requires
a few thousand evaluations (depending on the dimensionality), and
thus, it cannot be interactive.

To solve this problem, we propose replacing the actual lighting-
and-shooting step in the acquisition function evaluation with an
approximation using a lighting prediction. That is, we train a re-
gressor beforehand using a set of shot images and use the image
predicted by the regressor in the acquisition function evaluation.
Thus, we need to shoot only three images per iteration to present
it to the photographer as new options. Note that the training data
preparation takes time but only once before the optimization pro-
cess.

In our current implementation, we take 100 to 1000 photographs
by random sampling for the training dataset (e.g., 100 photos for
3D and 1000 photos for 12D), and we apply the Gaussian process
regressor4 (GPR) in a pixel-wise manner. We choose GPR since
it can handle non-linearity, is available in the de-facto standard
library, and is differentiable (note that we need to calculate the
gradient of the image prediction to efficiently solve Equation 3
using L-BFGS method). Figure 3 shows examples of the lighting
prediction results with the ground truth. In our observations, this
simple regression works reasonably well for our purpose; guiding
the sampling by rough paintings. For computational efficiency, our
system generates predicted images in low resolution (100 × 100)
and then calculates the distance to the rough painting, since higher
resolution is not necessary in this case.

The overall procedure of the proposed framework with the light-
ing prediction is described detailedly in Supplemental Materials.
Firstly, the system performs random sampling and training data
4https://scikit-learn.org/1.0/modules/generated/sklearn.gaussian_process.
GaussianProcessRegressor.html

https://scikit-learn.org/1.0/modules/generated/sklearn.gaussian_process.GaussianProcessRegressor.html
https://scikit-learn.org/1.0/modules/generated/sklearn.gaussian_process.GaussianProcessRegressor.html
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Figure 5: Results of design sessions using our framework. We show scenes with various dimensions from 3D to 12D. The
selected image for each iteration is indicated by the orange borders. Paint guidances are provided in every iteration in this case,
where not only the shades and highlights of the object but also the cast shadows are painted. (a, b, c, d) were performed in
simulated environments using Blender, and (e) was performed in a physical environment with robotic arms, which was same
as the environment used in the user study.

acquisition to construct a regressor. Then, the iteration begins with
randomly chosen four options.

5 RESULT
Visualization of Acquision Function. To effectively demonstrate

the behavior of the proposed framework, we first show a sequence
of lighting design in a simple two-dimensional simulated setting
(the intensity of two light sources) with visualization of the acqui-
sition function values. Figure 4 shows the result. The user is first
presented with four random options, choosing one of them. Subse-
quently, the user adds paint strokes to the selected image. Based
on the PBO technique and the user’s paint input, the acquisition

function is constructed and its maximizer is used as the next op-
tions. The visualization of the acquisition function values suggests
that the paint inputs successfully biased the acquisition function
shapes, making the next options close to the user’s intention.

Various Target Parameters. Next, we demonstrate the results of
applying our framework for several problems with different target
parameter sets.We considered five lighting device conditions: (a) 3D
(the light source position), (b) 5D (the position of the reflector and
light source), (c) 8D (the intensity and position of two light sources),
(d) 12D (the position and color of the two light sources), and (e) 8D
(eight axes of three robotic arms) parameter space. We used our
simulated environments for (a, b, c, d) and physical environment
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Target Paint

(a) 3D (Light Position) (b) 5D (Light and Reflector Position)

Target Paint

(c) 8D (2 Lights Position and Power)

Target Paint

(d) 12D (2 Lights Position and Color)

Target Paint

Figure 6: Results of the experiment. We tested on four different settings of lighting parameters. The top row shows the
transitions of the image gap values (i.e., the difference between the selected image and the target image) through the iteration.
We prepared two paint patterns for each setting: with a paint (green graph) and without a paint (navy graph). Additionally, a
method in which new options are randomly searched is also evaluated as a baseline method (gray graph). All graphs show the
mean and the colored areas show the standard deviation. The bottom row shows the target image (left) and the paint (right) for
each setting.

for (e). Figure 5 shows results with 3 iterations in five different
scenes. Note that, with the paint inputs, the user could specify the
lightness and darkness of the object surface as well as the shadow
casted to the floor.

6 TECHNICAL EVALUATION
We conducted an experiment to evaluate how effectively our frame-
work could search for desirable lighting configurations. An effective
search means that the difference between the target and the can-
didate images becomes small within less iterations. We define the
difference, or the image gap, as follows. We represent each im-
age as a flattened vector in [0, 255]𝑊 ×𝐻×3, where𝑊 and 𝐻 are
the width and height of the image, respectively, then calculate the
element-wise absolute difference between the two images, and fi-
nally take the average over the elements. While this image gap can
be calculated by other methods (e.g., perceptual metrics), we adopt
pixel-wise and RGB-difference metrics for simplicity. The goal of
this experiment is to evaluate how efficiently PBO works especially
when reasonable paint inputs are provided.

Four simulated scenes with different dimensions were used for
the experiment: 3D (the position of a light source), 5D (the position
of the reflector and light source), 8D (the intensity and position
of two light sources), and 12D (the position and color of the two
light sources) parameter spaces. To better understand the effect of
paint inputs, we prepared two conditions for painting: with paint
(colored strokes were carefully put) and without paint (no guidance
was used). For simplicity, a single set of paint strokes was unified
for each condition; that is, the same paint strokes were used for
synthesizing painted images in every iteration step. Additionally,
we also added a baseline of random sampling, where the new three

Target Image

Rough Paint

No Paint

Precise Paint

Figure 7: Search results according to different painting pat-
terns. The rough paint result is shown in orange. The mean
and standard deviation of 20 trials are shown.

options were randomly chosen for each iteration step and one was
selected from four options. We performed 20 trials with random
initial pairs for each condition, and the mean and standard deviation
of the image gap values were measured. Each trial continued for
20 iterations. In all conditions, we simulated the oracle of always
picking the option closest to the target from the given four options
in each iteration.

Figure 6 shows the results. Under the 3D, 5D, 8D, and 12D con-
ditions, the difference from the target image is smaller when the
paint is provided than when it is not. Also, we could observe that
the paint could make the search faster than without paint and the
random search.
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Dependency on paint guide accuracy. To evaluate how the opti-
mization performance changes depending on the paint guide ac-
curacy, we conducted an additional experiment using two paint
guides with different levels of accuracy (namely, rough paint and
precise paint) in the same scene. Figure 7 shows the difference in
the optimization performance. Here, the parameter search of 12D
(the position and color of the two lights) was set as in Figure 6 (d).
It can be seen that the precise paint is more efficient than the rough
paint, and if a more accurate guide is given, the desired lighting
design can be reached faster. Also, in the actual usage scene, by
adjusting the guide little by little for each iteration, the user may
be able to search efficiently even with a rough guide.

7 USER EVALUATION
To qualitatively understand the user experience in using our pro-
posed framework, we conducted a user study using our physical
proof-of-concept environment with robotic arms. The specific goal
was to validate the concept that the proposed framework enables
the photographer to find the desired lighting configuration with
focusing on the illuminated scene rather than directly manipulat-
ing the lighting parameters. To better understand the benefits of
the framework, we prepared a baseline for comparison: traditional
manual adjustment of physical lighting devices. The participants
were asked to perform lighting design tasks under both conditions
and answer the questionnaires regarding their experience.

7.1 Study Setup
Participants. We recruited 12 participants (P1–P12) from amongst

our laboratory members. The average age of the participants was
23.4 with a standard deviation of 1.68 (8 male participants: 23.5
(±1.91), 4 female participants: 23.4 (±1.69)). The participants were
limited to non-experts who had no work experience in photography
or video shooting and had little experience in handling lighting
equipment in studios. The pre-questionnaire regarding daily use
of a camera revealed that 7 participants used only smartphones
to capture images, and 5 participants used single-lens cameras for
photography.

Apparatus. We have two setups: one for our framework and
the other for manual adjustment, as shown in Figure 8. For our
framework, we prepared three robotic arms (myCobot 280 M55),
with two equipped with lights (white and orange 60W LED bulbs)
and the other equipped with a reflector (self-made, with diffuser
paper), as shown in Figure 8 (a). For the robotic arms with lights, the
angles of three axes were used as parameters, and for the robotic
armwith a reflector, the angles of two axes were used as parameters;
together, this became an 8-dimensional variable search problem.
For the manual lighting setup, we prepared the same lights and
reflector, and installed those using tripods, as shown in Figure 8 (b).
The position and orientation of the camera and objects were fixed
for both conditions.

In our framework, the participants did not touch the robotic arms
and the lighting devices at all; instead, they operated only the paint
interface. As an input interface, a tablet (Wacom Cintiq 13HD6)

5https://www.elephantrobotics.com/en/mycobot-en/
6https://www.wacom.com/en-cn/products/pen-displays/cintiq-13-hd

(a) Proposed Framework

Paint Interface

White Light
with Robot Arm

Orange Light
with Robot Arm

Reflector
with Robot Arm

White Light
with Tripod

Orange Light
with Tripod

Reflector
with Tripod

(b) Traditional Framework

Captured image on
camera is displayed

Shooting Objects

Shooting Objects

Figure 8: Experimental environments. (a) The proposed
framework. Participants search for the desired lighting by
repeating selection and painting with the paint interface. (b)
The traditional baseline framework. Participants search for
the desired lighting by manually moving the light sources
and reflector.

and a stylus pen were prepared. During the manual adjustment, the
participants changed the position and orientation of the lighting
and the reflector physically. The images captured by the camera
were input to an external monitor in real-time.

Task. We prepared four objects to shoot: two food miniatures
(one for the proposed framework and one for the traditional frame-
work), an animal minifigure (for the proposed framework), and
an insect figure (for the traditional framework), as shown in Fig-
ure 8. To counterbalance the experimental order, the sequence of
the shooting of four objects was determined based on the Latin
square sampling.

First, the participants were given time to practice the proposed
framework and the manual framework. Then, the lighting design
task for each object was executed. In all lighting design tasks, par-
ticipants were asked to freely explore the design they wanted. After
each shoot, the participants were asked to record their satisfaction
with the lighting results on a 7-point Likert scale. Upon completion

https://www.elephantrobotics.com/en/mycobot-en/
https://www.wacom.com/en-cn/products/pen-displays/cintiq-13-hd
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(b) Satisfaction
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Figure 9: (a) Results of the questionnaires. The red and blue
bars show the obtained scores for the proposed framework
and the traditional framework, respectively, and the black
error bars indicate the standard deviation. (b) Results of the
satisfaction scores for the lighting designs.

of the shoots, the participants were asked to complete the question-
naires regarding engagement, device operability, workflow easiness,
workflow efficiency, workflow stress, and workflow preferences in
each condition. These questions were answered on a 7-point Likert
scale from “strongly disagree” to “strongly agree” (from 1 to 7). The
specific questions were as follows.

Q1: When designing lighting, I was able to concentrate on the
design without being aware of the parameters (e.g., position,
orientation) of the lights and reflector.

Q2: The operation of the device was easy.
Q3: It was easy to design lighting with this workflow.
Q4: It was not a burden to design lighting with this workflow.
Q5: I didn’t feel any stress when designing lighting with this

workflow.
Q6: I liked designing lighting with this workflow.

After answering the questionnaires, participants were also asked
to write free comments for the respective frameworks.

7.2 Results
Figure 9 (a) shows the results of the questionnaires regarding each
condition. As a result of a paired 𝑡-test for all questionnaire items, a
significant difference of 𝑝 < 0.05was confirmed, of which Q1–4was
confirmed to have a significant difference of 𝑝 < 0.01. This proves
that our method was highly appreciated by the participants in
terms of user experience when compared to the traditional manual
framework. In particular, the scores for Q1 validate our concept.
Figure 9 (b) shows the result of satisfaction scores with each design.
The mean value of satisfaction was higher when the proposed
framework was used, but no significant difference with the manual
condition was found. While it is not clear whether our framework
enables photographers to find better lighting designs, the results

confirm that novice photographers can use our framework to find
satisfactory lighting configurations and have better experiences.

User Feedback. P12 commented that he had no concrete idea in
his mind beforehand but appreciated the interface (especially, the
presentation of the first four random suggestions) since it helped
him understand what he wanted to shoot. P2 appreciated the intu-
itiveness of the proposed framework and also could find unexpected-
yet-good images that were different from his original intention dur-
ing the iteration. On the other hand, P2, P3, and P9 commented that
they felt stressed since they sometimes could not obtain desired
lighting results despite repeatedly specifying paintings. This could
be due to a device constraint; the desired lighting is not always
achievable by the available lighting equipments.

8 DISCUSSIONS
Findings of user study. We have evaluated the qualitative aspects

of our proposed framework through the user study. The results of
the questionnaires confirmed that our framework could bring the
concentration on the shooting result to the user with releasing the
necessity of being familiarized with raw parameters. This validates
our key concept. The participants also appreciated the ease of the
operation and the entire workflow. Several participants commented
positively that the presentation of multiple candidates reduced the
design task load, and that sometimes they could find unexpected-
yet-good options. We consider that the exploration characteristics
of BO was important to provide such unexpected and inspirational
options.

Limitations of our user study. Our user study was for evaluating
the user experience, and there are several aspects that have not
been evaluated. For example, it has not been evaluated whether our
framework can reduce the user time required for the lighting design
task execution. It is necessary to carefully design experimental con-
ditions to evaluate such task performance; the task execution time
may be highly sensitive to the subject type and the number of avail-
able lighting equipment options, in both the proposed framework
and traditional manual adjustment framework. It is also effective to
perform a “targeted” design task with pre-defined goals (rather than
the free-from task starting with vague goals) for task performance
analysis. However, such “targeted” tasks are not our focus, and thus
we decided to use the free-form design task in our user study to
validate the key concept, which is more important than analyzing
performance. In addition to the task performance evaluation, the
experience of expert users has not been evaluated yet. It is exciting
future work to extend our proof-of-concept implementation for
professional photographic studio settings.

Higher dimensionality. Our proposed framework can in theory be
used with many mechanically controlled lighting devices simulta-
neously. However, for supporting such high-dimensional cases, we
need to extend our framework in someways; otherwise, the number
of necessary iterations could become intractably large. One pos-
sible approach is to allow users to search low-dimensional spaces
instead of selecting from limited number of options; Koyama et al.
[13, 14] demonstrated that this approach could drastically effective
to reduce the number of necessary iterations.
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Accuracy of Lighting Prediction. We used GPR as the regressor
and applied it to each pixel independently. We adopted this choice
because of its simplicity and suitability to our problem setting. Its
accuracy is sufficient for biasing the sampling using rough painting.
Nonetheless, it is not accurate enough to predict complex changes
in lighting (e.g., highlights and shadows). One can adopt different
choices (e.g., deep neural networks) to implement the lighting pre-
diction module in case a more accurate prediction is desirable. Also,
it is interesting future work to consider physical properties of lights
(e.g., linearity) for better prediction with fewer training images.

Integration with expert knowledge and patterns. There are well-
known general rules (e.g., the three-point lighting method) and de-
sign patterns (e.g., the Rembrandt lighting) in photographic lighting
design. It is possible to incorporate such rules into our framework
in the future by, for example, using as initial solutions. Moreover,
a data-driven approach could be incorporated into the framework
(i.e., imitating the lighting pattern of a well-known photographer).

Incorporating more parameters for photography. Although only
lighting device parameters were used as target parameters for the
search, our framework can be used with other related parameters
together such as the camera settings and shooting target parameters
(e.g., the object’s orientation). Moreover, the use of some important
parameters for lighting design have not yet been demonstrated,
such as strobes and diffusers. The proposedmethod could be applied
to such parameters as well because BO is domain-agnostic and has
no restrictions on the types of target parameters.

Extending feasible lighting designs. As physical proof-of-concept
equipment, we have prepared three robotic arms, two lights, and
one reflector. While this equipment was sufficient to confirm our
key concept, it limits the range of feasible lighting designs (e.g., the
relative position of the light and the reflector cannot be changed as
shown in Figure 8). In fact, we received a few negative comments
from several participants in our user study that their design intent
(paint guide) was not reflected in the lighting results in some scenes.
To expand the feasible lighting design area, it is necessary to develop
lighting devices that combine lights with drones or large XY plotters
in the future.

Potential practical use case in photo-studios. In the photographic
studios, many non-photographers, such as art directors, advertis-
ers, producers, and even the models who are the subjects of the
photographs, can now review and comment on the captured re-
sults in real-time. While manipulating the distribution of light in
space and the reflections onto objects requires a high level of pro-
fessional skills, everyone can express opinions about the resulting
photographs. There is a need for a tool between the photographer
and the reviewer to share how they want to change the photograph
in a way that anyone can instruct, such as using a paint interface.

Towards virtual production and cinematography. While our frame-
work focuses on photography, the core idea (i.e., finding appropri-
ate parameters to arrange programmatically controlled lighting
devices) would be useful for cinematography in the future. In partic-
ular, virtual production studios already have such equipment. One
remaining future challenge would be how to design time-changing
lighting configurations effectively.

9 CONCLUSION
Lighting design is indispensable for good photography, even though
it is difficult for novice photographers. We proposed a novel photo-
graphic lighting design framework based on photographer-in-the-
loop Bayesian optimization. This framework frees photographers
from manually adjusting the raw parameters of their lighting de-
vices, allowing them to focus solely on the visual results of the shot.
Because our framework puts minimum assumptions on the types
of target parameters, it can be used with various lighting-related
equipment, such as high-brightness LED displays. Our proposed
framework opens the new possibility of combining many mechani-
cally controlled lighting devices together to achieve more creative
and productive lighting environments for photographers.
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